Approach Overview 

The Chemical Informatics Cyberinfrastructure Collaboratory (CICC) (see www.chembiogrid.org/wiki) investigates the integration of chemical informatics tools for distributed drug discovery into a globally deployable, scalable Grid infrastructure using Web Services.  Chemical informatics and related fields such as computational chemistry and bioinformatics have produced a wide range of resources, including online databases (such as NIH’s PubChem), data mining and cluster analysis applications, computational chemistry tools, visualization applications, and various miscellaneous toolkits (such as the Chemistry Development Kit, or CDK).  The problem is that all of these tools must be brought to bear on problems such as drug discovery.  The tools must be integrated in some fashion and made available to a large number of users, with the acknowledgement that sites may want to retain control over their specific proprietary data, algorithms, and source code.

The Web Service approach, based on recognized Internet standards such as WSDL and SOAP, is the solution to the integration problem.  Databases, analysis algorithms, computing resources, computational codes, and other tools can all be wrapped as remotely accessible services.  Web Service standards allow us to define invocation interfaces and over-the-network message formats that can be used to interact with these services.  Furthermore, entire drug discovery use-case scenarios can be encoded as graphs of interacting Web Services, which may be executed by so-called workflow enactment engines.  This allows us to completely automate the process of extracting interesting data sets from remote databases, performing cluster analysis on the sets with data mining applications, and plotting the final results.  Furthermore, the combination of text analysis techniques with Internet scavenging services from Microsoft and Google also allow us to build services that can be integrated into our workflows that will scour the network for interesting journal and research activities on data of interest.
Web Services follow the important principle of separating functionality from the user interface.  Thus we may use Web Services as the underpinnings of complicated (“thick”) workflow desktop graphical user interfaces such as Taverna, but we may easily (with no modification to the service) replace this user interface with other workflow client tools, such as those built over the OASIS standard BPEL, or with thin Web browser interfaces such as portlets.  We have a great deal of experience in the latter through the OGCE project and its collaborators.  Portlets are reusable portal components that allow different groups to share user interface components.  This could potentially allow CICC to exchange components and tools with other related Indiana University-based groups such as Reciprocal Net and the CIMA Crystallography portal.  Portlets are based on a 2003 standard from Sun Microsystems (“JSR 168”) that is currently being revised.  We expect the next standard (“JSR 286”) to include better support for such Web interface techniques as AJAX.
The use of Web Services ultimately has the benefit of allowing us to build lightly coupled, extensible systems that can grow later to include currently unforeseen services contributed from future collaborators. Through the use of Web Service registry technologies (such as UDDI and others), services from new providers can be made available to the system.  The power of this approach ultimately lies in this extensibility: it is to our ultimate advantage to cooperate with as many service providing groups as possible, as the diversity of available services increases the diversity of potential workflows that can be created and thus increases the power of the scientific use-case investigations that can be carried out.  CICC has adopted this approach by establishing an informal but active collaboration with Prof.  Peter Murray Rust’s group at Cambridge, and we are pursuing collaborations with related groups at the University of Michigan.
Example Services
Over the initial six months of the CICC project, we have implemented several services, summarized in the tables below.   Most services were built with Apache Axis, the defacto reference implementation for both WSDL and SOAP.  Besides building on top of the Axis toolkit, we also investigate basic Web Service extensions, such as support for security and reliability, and we are supporting the follow-on Axis 2, currently in development, through an Apache committer on staff.

These services represent the efforts of two postdocs (one part time and one full time), one staff programmer, and one graduate student.  
BCI Services

First, the BCI service is actually a cluster of services, the core of which are used to perform divisive k-means clustering on input data sets.


[image: image1.emf]New SMILES 

structure

SMIstring Generate a new 

SMILES structure w/ 

extra col.

smile2ClusterPartiti

oned

Indiv. cluster 

partitions

DKMstring Extract individual cluster 

partitions

rnnclusGenerate

Best partition 

cluster level

DKMstring Generate the best levels 

in a hierarchy

optclusGenerate

Clustered 

Hierarchy

SMIstring Makebits + divkm smile2dkm

Clustered 

Hierarchy

SCNstring Cluster fingerprints with 

Divkmeans

divkmGenerate

Fingerprint 

string

SMIstring Generate fingerprints 

from a SMILES 

structure

makebitsGenerate

Output Input

Description Service Method


Figure 1 BCI web serivces.
The BCI codes are licensed and available as executables.  Since we don’t have access to the source code, we instead wrap the code executables with job managers.  We use a service developed on top of Apache Ant for executing the BCI codes.  Globus services could also be used for this wrapping.  BCI runs can be computationally expensive and so are good candidates for running on the TeraGrid.

Third Party Services

The next set of services was obtained from the Murray Rust group at Cambridge.  These services represent several utilities, such as created an InChI fingerprint for a particular chemical compound or converting between various chemical formats.  This latter service wraps the OpenBabel executable, again using our Apache Ant wrapper service.
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Figure 2 Cambridge web services.
Toolkit-Wrapped Services
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Figure 3 Services wrapping third party tools.
The next set of services is more directly implemented.  The VOTables service uses an XML schema and tools developed by the international astronomy community for representing tabular data.  We wrapped this as a service and use it as an interchange mechanism between databases. The code in this case was written in Java and so easy to embed directly in service implementations using Apache Axis.  The other services in this table are built from CDK tools. 

Database Services
CICC has or is developing Web service wrappings around the following databases:

· Distributed Drug Discovery Database: To build a database of 2D chemical structures and associated reaction information that have been made (or which can be made) in the Distributed Drug Discovery project at IUPUI.  We are implementing this using the SPRESI database product and its service interface.
· Local NIH DTP database: We have built a local database containing the NIH DTP data that can be used for data mining. 

· Local Pubchem database: We have a local copy of PubChem that can be used for data mining and service prototyping.  The official PubChem site has a web service interface.

· Quantum Mechanical database (Varuna): This database is developed to support computational chemistry calculations.

Services in Development

· ToxTree is a standalone GUI program for analyzing the toxic hazard of input compounds.  We are converting this into a service so that it can be integrated with other services in a workflow (i.e. otherwise interesting compounds discovered in cluster analysis may be too toxic to be of interest).

· OSCAR3 is a chemistry-specific text analysis tool that can be applied to journal article collections.  When combined with internet scavenging tools (such as the InChIGoogle service in Figure 2), it can help researchers automatically find online resources that interest them. 
Summary
The extensive list of services was implemented in roughly six months by a modest staff of experienced Web service developers.  It also illustrates the value of the approach, as we were able to inherit several services from Prof. Murray Rust and Dr. Rajarshi Guha (who as subsequently joined the CICC team).   
The long term key to success with this approach is to encourage database and application developers to plan for future Web Service enablement of their applications.  This typically means that the codes have well defined public programming interfaces and make a clean separation between user interface components and backend services.   This not only simplifies the later development of services but also gives us greater flexibility when developing user interfaces.  

Our current efforts are devoted to collecting these services into interesting use case scenarios that can be encoded as workflows.
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		VOTables and related services.		General purpose service for manipulating tabular data.  Comes with third party tools for parsing, manipulating, displaying data.  Includes import tools.  Using this as an intermediary for data exchange between data bases.

		Draw2d		Uses CDK tools to create 2d images from SDF formatted data.

		Common Substructure		Another CDK service that can be used to calculate the common substructure between two molecules.

		Other CDK Services		See http://www.chembiogrid.org/wiki/index.php/Web_Services_Infrastructure.  Based on Dr. Rajarshi Guha’s services.
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		Service Method		Description		Input		Output

		makebitsGenerate		Generate fingerprints from a SMILES structure		SMIstring		Fingerprint string

		divkmGenerate		Cluster fingerprints with Divkmeans		SCNstring
		Clustered Hierarchy

		smile2dkm		Makebits + divkm		SMIstring		Clustered Hierarchy

		optclusGenerate		Generate the best levels in a hierarchy		DKMstring		Best partition cluster level

		rnnclusGenerate		Extract individual cluster partitions		DKMstring		Indiv. cluster partitions

		smile2ClusterPartitioned		Generate a new SMILES structure w/ extra col.		SMIstring		New SMILES structure
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		Services		Descriptions		Input		Output

		InChIGoogle		Search an InChI structure through Google		inchiBasic
type		Search result in HTML format

		InChIServer		Generate InChI		version
format		An InChI structure

		OBServer		Transform a chemical format to another using Open Babel		format
inputData
outputData
options		Converted chemical structure string

		CMLRSSServer		Generate CMLRSS feed from CML data		mol, title description link, source		Converted CMLRSS feed of CML data
































